The work presented here is a joint effort that began a few years ago. Our colleague Steve
Quigg, who retired at the end of last year, was responsible for most of the data analysis
during the development of our test method and Michael did a lot of work validating the
test method and determining the uncertainty of our measurements.
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Before we can effectively calibrate a piece of equipment it is useful to know how it will
be used, although it is sometimes difficult to get this information from a customer. Let’s
start by looking at the typical setup to get an idea of our task.
In a typical time and frequency calibration laboratory you will find at least the following
setup:
• A reference oscillator (typically a rubidium, but it may also be a crystal, or in some
cases the time base of a counter/timer). The reference should be calibrated regularly
to ensure traceability for the measurements that the laboratory performs.
• Signal amplification and distribution to make the reference oscillator available to the
laboratory while insulating it from short circuits applied to its outputs. In some cases
more than one output is available from the reference oscillator, such as different
frequencies, pulse outputs, etc. The signal amplification may also include frequency
division or multiplication, depending on the laboratory’s requirements.
• The distributed signals are then made available to the various pieces of test
equipment in the laboratory to ensure that all measurements can be traced back to
the reference oscillator.
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The equipment is then used to calibrate customer’s equipment.
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In addition to this minimum setup, some laboratories also monitor the performance of
the laboratory reference.
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The laboratory may also monitor their distribution equipment. The monitoring may be
simple (get a status from the oscillator / distribution equipment once a day) or complex,
for example comparing the reference oscillator against another oscillator or a GPS
receiver, monitoring signal levels on the distribution unit(s), etc.
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It is also possible that the laboratory has software to control its test equipment and
perform measurements on units under test automatically.
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When a laboratory uses a GPS Disciplined Oscillator (GPSDO) as its reference oscillator
all the really changes is that the traditional oscillator is replaced by the GPSDO. In
Australia, NATA (the Australian accreditation body), mandates that a laboratory using a
GPSDO as a reference standard regularly verifies that it is operating within its
specifications. Such monitoring can be anything from running a second GPSDO (from a
different manufacturer), another oscillator or using a GPS receiver to monitor the
GPSDO performance.
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So in this case, Monitor / control is no longer optional.
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Before we continue I want to remind everyone what a GPSDO is.
A GPSDO consists of a voltage controlled oscillator (it may be a rubidium oscillator, a
crystal oscillator or even a Chip Scale Atomic Clock (CSAC), a GPS receiver and a
controller that determines how the GPS signal is used to steer the output of the
oscillator.
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GPS signals are very stable for long integration times (longer than a few hours), but
behave poorly at short integration times. Reference oscillators fare much better at short
integration times. In a GPSDO these two characteristics are combined to obtain a
reference oscillator with good performance at short and long integration times.
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For a standard oscillator (in this case a Rubidium oscillator) the parameter that requires
characterisation is its aging rate (frequency offset). We most often calibrate rubidium
oscillators in our laboratory, so I will first explain how we perform the measurement,
analyse the data and report the result.
• The oscillator is connected to a time interval counter to measure its offset against the
National Frequency Standard (NFS), after an initial coarse frequency measurement to
determine if the phase measurement method will produce valid results.
• We allow the oscillator to warm up for 24 hours, then we do a preliminary analysis of
the data to determine if the oscillator requires adjustment. We use a set of data 10
000 seconds long (about 3.5 hours). Measurements are taken every 10 seconds, so
our data set contains 1000 points.
• If required we adjust the oscillator.
• We then collect data for a further 72 hours (3 days).
• We analyse this data (25920 points)
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• We issue a report of our measurement.
• Only a single number and its uncertainty is reported (unless the oscillator was
adjusted, in which case the preliminary – before adjustment – result is also reported).
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The reported value (after adjustment) is the frequency offset for an integration time of
72 hours.
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The client can use this value together with the specification of the oscillator to
determine its future offset. This determination can be checked when the oscillator is
calibrated again, and if the oscillator behaves predicably its history can be used for
future values.
But what if the oscillator is used for measurements over an integration time less than 72
hours? Once again the manufacturer’s specifications can be used to determine the
oscillator performance, provided that the measurement shows that the oscillator under
test meets its specifications.
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A quick reminder of what a calibration laboratory using a GPSDO as its reference
oscillator looks like.
We need to ask: What is the GPSDO used for? Sometimes the customer will be able to
answer this question, but sometimes the customer may be uncertain, or you may not be
able to speak to a technical person from the customer’s company. It is thus useful to
have a “standard” service to offer clients. Remember you want to know at what
integration times you need to report the performance of the GPSDO.
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In the first instance we can assume that the GPSDO will be used in the same way that
another type of reference oscillator will be used. This means that the GPSDO will be the
laboratory frequency reference. It may be that the customer prefers a GPSDO because
no corrections are required to the frequency output, it will always be “right”. (There are
some caveats here, but I will not go into that here.)
That assumption (no error) is fine for long integration times (say > 8 hours)…
…because the GPSDO frequency error will be the same as that of the GPS signal
averaged over this period (for practical purposes, zero). But what of smaller integration
times? Here the manufacturer’s specifications can be useful, if it provides this
information, but the specifications still need to be verified. It is here that a calibration
can provide worth.
So we want our test method to provide:
• A verification that the frequency error at long integration times is zero (for practical
purposes)
• The frequency stability at shorter time intervals, ideally these intervals will be
matched to those typically used by the client. The calibration result can also be used
to verify that the GPSDO meets its specification across the range.
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How did we go about developing our test method?
First we recorded a number of GPS datasets while simultaneously calibrating the output
of the GPSDO using our standard data recording tools. We then analysed the results.
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To check our test method we then disconnected the GPS antenna and played back the
recorded GPS data while calibrating the GPSDO again. We then analysed those results
and compared it to the results obtained while recording the GPS data.
The datasets are more than 4 days long – this enables us to characterise the GPSDO
performance properly. While developing our test method we recorded two long sets of
data; one during our summer (“Summer”) and one during our winter (“Winter” – used
for the results presented). We can use this data to check the performance of a GPSDO
with different diurnal variations.
The most important point to take away here is that we use our recorded data for
calibration of GPSDOs so we can be sure that the contribution due to the satellite signal
is known – this way we can track the performance of a GPSDO (for example when it is
returned for calibration) over time and we have some measure of control (we use a
known dataset) over the input signal (GPS) to the device being calibrated.

18

We put together a set of GPSDOs to enable us to check the performance of the devices
and to perform measurements on different types of GPSDOs. We selected 4 devices
from different manufacturers and with different characteristics in the hope that we can
cover most of the anticipated requirements of our clients.
Clockwise from top left:
1.
2.
3.
4.

Conner Winfield FTS375
Spectracom EBO2
Jackson Labs ULN‐1000
Jackson Labs LC‐XO

All of these are crystal based GPSDOs – we do not anticipate receiving Rb based GPSDOs
for calibration. Although we have two units from Jackson Labs, the LC‐XO has a TCXO as
its reference oscillator while the ULN‐1100 has an OCXO. The ULN‐1100 costs more than
5 times as much as the LC‐XO.
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These four GPSDOs were built into a 3U instrument case with a Raspberry Pi computer
to monitor their characteristics and provide a visual indication of their performance. If
you visit the Lindfield laboratories you can have a look at it in our clock room.
The GPSDOs all have 10 MHz and 1PPS outputs. Any of these signals can be routed to
our calibration systems for tests and checks. The 1PPS outputs are connected to our
logging system so we have access to long term data for additional checks, should these
be required.
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We use the same setup for calibration of GPSDOs that we use for Rubidium oscillators.
Obviously we need to add the GPS Simulator to the measurement setup otherwise we
are looking at the free‐running behaviour of the crystal oscillator in the GPSDO.
• Our standard test runs over 3 days (72 hours).
• The data set we use for calibration is more than 4 days long, so we allow a day for the
GPSDO to warm up properly and lock its reference to the GPS signal.
• We measure the warm‐up / locking behaviour in frequency mode directly after
turning on the GPSDO (usually a frequency measurement), to make sure everything is
OK.
• If the GPSDO does not lock we abandon the calibration and investigate the reason for
the issue.
• We then collect data for a further 72 hours (3 days).
• We then analyse this data (25920 points) and report the result.
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As for our Rubidium calibration we report a single number for the calibration, with its
estimated uncertainty for an integration time of 72 hours.
We also report values at shorter integration times. Ideally these times will coincide with
times that the customer uses, but as I said earlier it may be difficult to obtain this
information, and in its absence we report values at standard integration times up to
about 6 hours.
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The client can use these values together with the specification of the oscillator to
determine uncertainties for their measurements, or to check the results of the
calibration against the specifications of the GPSDO
.
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Here we show the results from the live data and the recorded data for the four GPSDOs
in our ‘collection’.
The live data was used to get a benchmark, then the recorded data was used to make
sure that the measurement could be repeated. The differences between these were
used to determine the uncertainties of the test method (discussed later). For some of
these you will notice that the measured ADEVs are larger than the specified ADEV – this
is due to our measurement system, a timer / counter in time interval mode – the floor
spec is about 1.6E‐11 at 10 seconds which is appropriate for our usual calibration work.
We do have other systems we can use if a client requires measurements at short
integration times with smaller ADEVs.
ULN‐1100: The live and played back results are comparable.
ULN1100 ADEV spec: 1s to 1000s: 5 to 9E‐12 with GPS lock typical
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EBO2: The live and played back results are comparable.
Short Term Stability (Allan Variance) @ 1s 1 x 10‐11
@ 10s 3 x 10‐11
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FTS375: The live and played back results are comparable.
FTS375 ADEV spec: The manufacturer do not provide an ADEV spec but the datasheet
contains a Stable32 plot with the following values:
Tau (s)
7.2
14.4
28.8
57.6
115
230

ADEV
3.4E‐11
2.53E‐11
1.74E‐11
1.18E‐11
9.94E‐12
3.59E‐12

26

LC‐XO: The live and played back results are comparable.
LCXO ADEV spec: 10Ks <5E‐012 (GPS Locked, 25°C, no motion)
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There are very few publications on the calibration of GPSDOs. Most of the publications
deals with proving traceability of a GPSDO, used in a secondary laboratory, to the
national frequency standard.
For example, Euramet technical guide 3 “Guidelines on the use of GPS disciplined
oscillators for frequency or time traceability” does just that.
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This publication contains an uncertainty budget that estimates the uncertainty of such a
link. Unfortunately some laboratories have adopted this budget (or similar) for the
calibration of GPSDOs.
The measurement system (it would be more accurate to say traceability chain) analysed
in the publication is shown here.
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Our measurement system looks like this – we are NOT using a GPSDO as a reference, we
are CALIBRATING the GPSDO.
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This is the uncertainty budget for frequency accuracy from the publication.
From a comparison of the measurement systems (the one in this publication and ours) is
obvious that for our case most of these components do not contribute.
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Please have a look at the publication for an explanation of the various components and
where they come from. In summary:
• DREF is reference cable delay and DANT is antenna cable delay. These not applicable for
frequency measurement,
• TIC(t1)‐TIC(t0) represents the fractional frequency offset of the GPSDO. If the GPSDO is
operated correctly this should be small compared to its uncertainty.
• Stability is the offset between the lab 1PPS and the GPSDO 1PPS. This term is not
required if the laboratory uses the GPSDO as its laboratory reference, and is not
applicable when calibrating a GPSDO.
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The uncertainty of measurement to be considered here are:
• Those for our standard rubidium test method, and
• Uncertainties introduced by the GPS signal source used to operate the GPSDO. In our
calibration method, this is a recorded GPS signal, replayed by a simulator/recorder.
We will look at the uncertainties that may be due to the procedure of recording a GPS
signal and then replaying it.
We follow the usual practice that a calibration only reports behaviour for the conditions
that applied at that time of calibration.
As always, it is the duty of the user of calibration data to consider any extra uncertainties
that apply at the time of their own measurements.
In the case of a GPSDO, this might include:
• the effects of reduced satellite visibility,
• variations in the condition of the ionosphere,
• multipath effects and so on.
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The recording is made with UTC(AUS) as the reference for the digitizer. Any instability
and frequency error of UTC(AUS) is therefore impressed on the recording.
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When played back at a different time using UTC(AUS) as reference for playback but also
measuring against UTC(AUS) using a counter/timer reference to UTC(AUS), it should be
clear that the effect of the behaviour of UTC(AUS) at the time of the playback cancels
out.
The instability and frequency error of UTC(AUS) as present in the recording remains
however and this limits the achievable uncertainty of the calibration.
The key point is that the GPSDO calibration will effectively be with respect to the
behaviour of UTC(AUS) at the time of the recording, and not at the time of the playback.
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The uncertainty that must be added is difficult to estimate a priori; we decided to base it
on the measurements we did to validate the test method.
In our rubidium calibration we estimate the uncertainty of the calibration from the ADEV
of the measurement. The additional uA that we add for this calibration is estimated from
the difference in ADEV between the live and recorded result.
For all GPSDOs the relative differences are less than 0.1 at averaging times less than
1000 s.
At longer averaging times, the situation is more complicated but at worst, the relative
difference is about 1.
For some GPSDOs the ADEV is higher for the recorded signal; for others it is lower.
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For example the relative ADEV for the FTS375 is below 0.1 out tot 1000 s but then
increases to about 1 above that.
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However for the LCXO the relative ADEV is small across the range.
We decided to adopt a conservative approach; we proposed that at averaging times
greater than 1000 s an extra uncertainty be added:
uA ( τ < 1000 s) = 0
uA ( τ ≥ 1000 s) = ADEV(τ)
In practice this means that the ADEV is increased by √2 for tau > 1000s
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uB is estimated from the any frequency offset between the live and recorded results.
The differences between fractional frequency errors (ffe) determined using both live and
recorded signals for four GPSDOs are given in the table.
All four GPSDOs were calibrated concurrently.
The ffes are calculated from a linear fit to 3 days of data.
During the period of the tests, [ UTC ‐ UTC(AUS) ]/UTC was about 5E‐15.
In the table, all differences in ffe are less than ~ 5E‐14.
Note that EBO2 showed a significantly higher difference in ffe.
This is probably due to the device itself, but…
We will assume that all of the difference in ffe is due to the calibration method.
We conservatively assign the extra uncertainty to the ffe:
(5.33E‐14 / √3 = 3.08E‐14 ≈ 3E-14)
uB = 3E‐14
One can argue that we could have taken the semi‐range of the largest difference (i.e.
5.33E‐14 / 2) and assigned that a rectangular distribution, but we chose to adopt a
conservative approach.
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We propose the extra uncertainties uA and uB where
uA ( τ < 1000 s) = 0
uA ( τ ≥ 1000 s) = ADEV(τ)
and
uB = 3E‐14 at all averaging times
These uncertainties are likely specific to the particular GPS Simulator we have.
Sample calculation
For the ULN1100, ADEV at 1 day averaging is 2E‐13;
Extrapolating to 3 days (our standard measurement time) it less than 8E‐14.
The additional uncertainty is therefore about 1E‐14 × √(82 + 32) ≈ 8E‐14.
We estimate that the uncertainty of the phase measurement technique with 3 days of
data is 4E‐14 (calculated before our 2004 CMC submission).
The total quadrature error is therefore 9E‐14, or ≈ 2E‐13 (k=2) i.e. our accredited
uncertainty is still achievable.
One can argue that we can remove the effect of the UUT (uA above) as per the guidelines
for TF CMCs, but we chose to adopt a conservative approach.
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I could have done the usual thing where I put a large question mark or a comical graphic
here (like a man looking worried with a question mark over his head), but isn’t this much
nicer?
Thank you for your attention.
Are there any questions?
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